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Preface

The first International Symposium on the Applications of Constraint Databases
(CDB2004) took place in Paris, France, on June 12–13, 2004, just before the
ACM SIGMOD and PODS conferences.
Since the publication of the paper “Constraint Query Languages” by Kanellakis, Kuper and Revesz in 1990, the last decade has seen a growing interest
in constraint database theory, query evaluation, and applications, reflected in a
variety of conferences, journals, and books. Constraint databases have proven
to be extremely flexible and adoptable in environments that relational database
systems cannot serve well, such as geographic information systems and bioinformatics.
This symposium brought together people from several diverse areas all contributing to the practice and the application of constraint databases. It was a
continuation and extension of previous workshops held in Friedrichshafen, Germany (1995), Cambridge, USA (1996), Delphi, Greece (1997), and Seattle, USA
(1998) as well as of the work in the comprehensive volume “Constraint Databases” edited by G. Kuper, L. Libkin and J. Paredaens (2000) and the textbook
“Introduction to Constraint Databases” by P. Revesz (2002).
The aim of the symposium was to open new and future directions in constraint database research; to address constraints over domains other than the
reals; to contribute to a better implementation of constraint database systems,
in particular of query evaluation; to address efficient quantifier elimination; and
to describe applications of constraint databases.
The technical program of the symposium consisted of 10 technical papers
and an invited paper as well as additional invited talks by Leonid Libkin and
Andreas Podelski. The papers collected in these proceedings were selected by
the program committee from a total of 29 submissions, and they were presented
in five sessions, as described below.
Efficient query evaluation. Joos Heintz (invited speaker) and Bart Kuijpers
address the difficulty of the effective evaluation of first-order queries, usually
involving some form of quantifier elimination, and discuss various aspects that
influence the efficiency of the evaluation of queries expressible in first-order logic
over the reals. The importance of data structures and their effect on the complexity of quantifier-elimination is emphasized and a novel data model that supports
data exploration and visualization as well as efficient query evaluation is proposed. Finally, they show that a particular kind of sample point query cannot
be evaluated in polynomial time.
Spatial and spatio-temporal data. Spatial databases is a common application area of constraint databases. In recent years spatio-temporal data have
often been modeled using constraints. We have three technical papers on this
topic.
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Lixin Li, Youming Li and Reinhard Piltner propose a new spatio-temporal
interpolation method for 3-D space and 1-D time geographic data, based
on shape functions. Instead of only manipulating the time dimension as in
the earlier ST product and tetrahedral methods, their new method takes
the original approach of combining 2-D shape functions in the
domain
with the
domain shape functions.
Floris Geerts deals with the representation of moving objects in databases.
Moving objects are usually represented, when possible, through explicit descriptions of their trajectories. The author proposes instead a new data model
based on encoding their equations of motion, more specifically by differential
equations. He also discusses a query language for this data model.
Sofie Haesevoets describes a triangle-based logic in which queries that are
invariant under affinities of the ambient space can be formulated. She characterizes the expressive power of this logic and shows it to be equivalent to the
affine-generic fragment of first-order logic over the reals. She also presents
algorithms for computing an affine-invariant triangulation and covering.
Applications. Looking at specific applications is important for two reasons.
First, they reveal the possibilities of constraint database applications, often applications that could not be done in relational database systems. Second, they
test the limits of the current constraint data model and query language proposals
and thereby stimulate their further extensions. The following specific applications raise important issues and provide big challenges to researchers for the
future.
Maria Teresa Gómez López, Rafale Ceballos Guerrero,
and Carmelo del Valle Sevilla apply constraint databases in the determination of potential minimal conflicts, which can be further used for polynomial
model-based diagnosis.
Viswanathan Ramanathan and Peter Revesz apply constraint databases to
the genome map assembly problem. The genome map assembly problem is
the problem of reconstructing the entire genome sequence of an organism
based on overlapping fragments of the genome. They look at several algorithms for this problem. Using extensive computer experiments, they show
that their constraint automaton, which can be solved using a constraint
database system, solves the genome map assembly problem computationally more efficiently than the common alternative solution based on overlap
multigraphs. Even more surprisingly, the average case running time of their
solution increases only linearly while the running time of the other solution
increases exponentially with the size of real genome data input.
Carson Kai-Sang Leung proposes a new dynamic FP-Tree mining algorithm
to mine frequent itemsets satisfying succinct constraints. The proposed algorithm is dynamic, such that the constraints can be changed during the
mining process. Based on a classification of constraints this paper describes
the cases of relaxing and tightening constraints and evaluation results show
the effectiveness of this approach.
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Query optimization. Query optimization is the concern of making the evaluation of queries computationally efficient in space and time. These techniques are
essential elements for the implementation of constraint database systems. We
had two papers in this area.
Jan Chomicki discusses the problem of semantic query optimization for preference queries and treats this problem as a constraint reasoning problem. His
techniques make use of integrity constraints, and make it possible to remove
redundant occurrences of the winnow operator resulting in a more efficient
algorithm for the computation of winnow. The paper also investigates the
problem of propagating integrity constraints.
Anagh Lal and Berthe Y. Choueiry consider the important problem of efficient join computation during query evaluation. They model the join computation in relational databases as a constraint satisfaction problem, which
they solve using their technique called dynamic bundling. With dynamic
bundling the join computation can be performed with major savings in space
and time.
The future of constraint databases. Implementation of constraint databases is, of course, a major practical concern. While there are several prototype
systems developed at universities and research laboratories, such as the
the
DEDALE and the MLPQ systems, there are still no commercial implementations of constraint databases. However, this situation may change in the future,
as explained in the following two papers.
Dina Goldin describes how constraints can be eliminated from constraint
databases, in the sense of reducing them to as simple a representation as
used in relational database systems and geographic information systems.
She proposes a 3-tier architecture for constraint databases, with an abstract
layer for the infinite relational extent of the data and a concrete layer that
admits both constraint-based and geometry-based representations of spatiotemporal data.
Mengchui Cai, from the DB2 group at the IBM Silicon Valley Laboratory,
presents a way of integrating constraint databases into relational database
systems. His main insight is that existing relational database systems can be
extended by special functions that call a constraint relational engine at the
appropriate places within an extended SQL query, while the constraint data
itself can be represented within specialized relational tables. This proposal
may lead to a practical and seemless way of integrating constraint data with
relational data.
This symposium would have been impossible without the help and effort of
many people. The editors would like to thank the program committee for the selection of the papers and the local organizers, in particular Irène Guessarian, for
the arrangements in Paris. We especially would like to thank Sofie Haesevoets for
managing the conference Web site and many other practical arrangements, and
Floris Geerts for advertising the symposium and composing these proceedings.
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The organizers are extremely grateful for the financial support given by General Eleftherios and Argyroula Kanellakis, the University of Limburg (LUC) and
the University of Nebraska-Lincoln.
We would explicitly like to thank the Université Pierre et Marie Curie, Paris
6, for hosting the symposium.
We are pleased to bring to the reader these symposium proceedings, which
reflect major recent advances in the field of constraint databases. We were also
glad to see the symposium bring together many researchers in the field of constraint databases for a fruitful exchange of ideas. We also remembered those who
due to their untimely death could not attend the symposium, including Paris
Kanellakis and his family. Finally, we look forward to a continued growth in the
field and to future symposium events.
June 2004
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Abstract. Constraint databases that can be described by boolean combinations of polynomial inequalities over the reals have received ample
research attention. In particular, the expressive power of first-order logic
over the reals, as a constraint database query language, has been studied
extensively. The difficulty of the effective evaluation of first-order queries,
usually involving some form of quantifier elimination, has been largely
neglected.
The contribution of this paper is a discussion of various aspects that influence the efficiency of the evaluation of queries expressible in first-order
logic over the reals. We emphasize the importance of data structures and
their effect on the complexity of quantifier-elimination. We also propose
a novel data model that supports data exploration and visualization as
well as efficient query evaluation. In this context, we introduce the concept of sample point query. Finally, we show that a particular kind of
sample point query cannot be evaluated in polynomial sequential time
by means of branching-parsimonious procedures.

1 Introduction and Summary
The framework of constraint databases was introduced in 1990 by Kanellakis,
Kuper and Revesz [26] as an extension of the relational model that allows the
*
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use of possibly infinite, but first-order definable relations rather than just finite relations. It provides an elegant and powerful model for applications that
deal with infinite sets of points in some real affine space
In the setting of
the constraint model, infinite relations are finitely represented as boolean combinations of polynomial equalities and inequalities, which we interpret, in this
paper, over the real and exceptionally over the complex numbers. The case of the
interpretation over the real numbers has applications in spatial databases [31].
Various aspects of the constraint model are well-studied by now (for an
overview of research results we refer to [28] and the textbook [33]). The relational
calculus augmented with polynomial constraints, or equivalently, first-order logic
over the reals augmented with relation predicates to address the database relations
for short, is the standard firstorder query language for constraint databases. The expressive power of firstorder logic over the reals, as a constraint database query language, has been
studied extensively. However, the difficulty of the efficient evaluation of firstorder queries, usually involving some form of quantifier elimination, has been
largely neglected. The existing constraint database systems are based on general purpose quantifier-elimination algorithms and are, in most cases, restricted
to work with linear data, i.e., they use first-order logic over the reals without
multiplication [28, Part IV].
The intrinsic inefficiency of quantifier elimination represents a bottle-neck
for real-world implementations of constraint database systems. General purpose
elimination algorithms (such as, e.g., [6,12,18, 23,32]) and standard data structures prevent query evaluation to become efficient. The fact that the knapsack
problem can be formulated in this setting indicates that geometric elimination
may be intrinsically hard. Another example for this complexity phenomenon is
given by the permanent of a generic
matrix, which appears as the output
of a suitable first-order query (see [22] for details on both examples).
In the literature of constraint databases, the data model proposed to describe geometric figures in
is based on quantifier-free first-order formulas
over the reals [28,33]. The data structures needed to implement this data model
are left largely unspecified. It is widely understood that these formulas should be
represented by explicitly giving disjunctive normal forms using dense or sparse
encoding of polynomials. However, disjunctive normal forms may be unnecessarily large and the sparse representation of elimination polynomials may be very
inefficient. For example, the sparse representation of the determinant of a generic
matrix contains terms. On the other hand, the determinant can be represented by an
arithmetic boolean circuit (with divisions) which describes
the Gaussian elimination algorithm. This suggests the use of alternative data
structures for the representation of the classical data model of constraint databases. Indeed, the use of arithmetic boolean circuits as alternative data structure
allows the design of a new generation of elimination algorithms which produce
an exponential time complexity gain compared to the most efficient algorithms
using traditional data structures (see [36] for a definition of the notion of arithmetic boolean circuit and [22] for this kind of complexity results). Nevertheless,
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in terms of the syntactical size of the input, the worst-case sequential time complexity of the elimination of a single existential quantifier block by means of
the new algorithms remains still exponential. However, when we measure the
input in a semantic (i.e., geometric) way, as is achieved, e.g., by the system
degree, elimination of a single existential quantifier block becomes polynomial
in this quantity (see e.g. [3,4,13,15]). Unfortunately, this does not suffice for
the design of algorithms able to evaluate purely existential queries in sequential
time which is polynomial in the number of bounded variables. In fact, an nonpolynomial lower bound for the underlying elimination problem can be deduced
from the
conjecture in the Blum-Shub-Smale complexity model over
the real numbers [8].
Another shortcoming of the classical data model for constraint databases
is that it does not support data exploration and local visualization. Indeed, a
quantifier-free formula in disjunctive normal form, describing the output of a
query, allows the answering of, for instance, the membership question, but it
is does not allow an easy exhibition of the output, by, e.g., the production of
sample points, or, for low dimensions, a visualization of the output. To increase
the tangibility of the output, we suggest considering a new type of query that
produces sample points. Furthermore, it could be desirable to support an exploration of the neighborhood of such a sample point. This could be achieved
by representing the output by a cell decomposition consisting of cells which are
non-empty open subsets of smooth real varieties. In this way, starting from any
sample point, its neighborhood within its cell may be explored. In this sense,
we propose a novel data model for constraint databases, consisting of smooth
cells accompanied by sample points. The known most efficient elimination procedures produce naturally such output representations, a typical example being
CAD [12]. Therefore, when constraint database theory invokes quantifier elimination in query evaluation, it should also incorporate these features of the existing
elimination algorithms.
In this context, we extend the concept of sample point query to queries that
give rationally parameterized families of polynomial functions as output. Such
queries will be called extended sample point queries. The main outcome of the
paper is a proof that extended sample point queries, associated to first-order formulas containing a fixed number of quantifier alternations, cannot be evaluated
in polynomial sequential time by so-called “branching-parsimonious algorithms”.
This lower bound result suggest that further research on the complexity of query
evaluation in constraint database theory should be directed towards the identification of database and query classes that have a strongly improved complexity
behavior. As a pattern for the development of such a theory, we may consider
a new type of elimination algorithms which are based on the notion of system
degree and use non-conventional data structures (see [2–4, 13, 15, 17, 20, 21, 24,
30, 34]).
This paper introduces a number of new concepts for constraint database theory that sometimes require certain notions from algebraic complexity theory,
algebraic geometry and commutative algebra. These notions can be found in
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standard textbooks, such as [10] (algebraic complexity theory), [1] (commutative algebra) and [35] (algebraic geometry). The reader only interested in database issues may read this paper while skipping these technical details (and in
particular the proof sketch of Theorem 1 below).
The remainder of this paper is organized as follows. In Section 2, we discuss
some properties of the classical data model for constraint databases and the
impact of these properties on the complexity of query evaluation. In Section 3,
we introduce a novel data model and the concept of sample point query. Then,
we extend this concept to queries that return rationally parameterized algebraic
families of polynomial functions as output. Furthermore, we introduce for this
type of extended sample point queries the notion of a branching-parsimonious
query evaluation algorithm. In Section 4, we argue that branching-parsimonious
algorithms for extended sample point queries, associated to first-order formulas
with a fixed number of quantifier alternations, require exponential sequential
execution time. In Section 5, we discuss further directions of research in efficient
query evaluation for constraint databases.

2

A Discussion of the Classical Data Model
of Constraint Databases and Its Data Structures

In the current theory, a constraint database consists of a finite number of relations that are interpreted as geometric figures in some space
Quantifier-free
first-order formulas over the reals are used to store these relations in the database [28,33]. The actual data structures needed to implement this data model1
are only partially specified: the quantifier-free formulas are supposed to be given
in disjunctive normal form and the polynomials appearing in them are supposedly given in dense or sparse representation. Geometric data in
are therefore
described by expressions of the form

where the
are polynomials with integer coefficients in the real
variables
and where
The sets that can be
described in this way are known as semi-algebraic sets [9]. For example, the
spatial figure consisting of the set of points on the northern hemisphere together
with the points on the equator and the south pole of the unit sphere in the
three-dimensional space
can be represented by the formula
The standard query language
for constraint databases is first-order logic over the reals augmented with relation predicates
1

In the sequel, we use the terms data model and data structure in the way as above:
the former refers to a conceptual notion whereas the latter refers to the structures
that implement this notion.
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to address the relations that appear in the input database. When
we want to emphasize that a relation predicate R has arity
we write
As an example of a first-order query, we take the
expresses that the
three-dimensional spatial relation
is bounded. Query evaluation based on
quantifier elimination in elementary geometry guarantees that output relations
defined by
can again be described within
this data model.

2.1

Alternative Data Structures for Quantifier-Free Formulas

Let us now make a number of straightforward comments on the choice of this
data model and data structure. It is clear that quantifier-free formulas give a
effective way to check membership (e.g., to query outputs). In fact, the main aim
of quantifier elimination in logic is to produce an effective method for checking
membership. From the point of view of complexity of query evaluation, insisting
on disjunctive normal form and dense or sparse representation of polynomials has
a number of obvious disadvantages. For example, given a relation in disjunctive
normal form, its complement may require a description that contains a number
of disjuncts that grows exponentially in dimension of the ambient space (see [25]
for upper and lower bounds on the number of disjuncts).
As a consequence of Bézout’s theorem, the elimination of a block of existential quantifiers in a formula containing polynomials of degree at most may
produce output polynomials of degree
For an illustration of this phenomenon,
we refer to Example (2) in Section 2.2.
Consider now the family of queries, indexed by
expressed
by the formulas
given as

in
When the query expressed by
applied to the input database

is

we obtain, after plugging in the definition of
in the description of
a first-order sentence expressing that the determinant of the matrix
is zero. This example shows that elimination polynomials may become dense even when their degrees are moderate. This makes the use of dense
or sparse representation of polynomials is unsuitable for query evaluation.
The problem of the exploding representations leads to the idea of changing
the data structure. This suggests the use of arithmetic boolean circuits for the
representation of quantifier-free formulas. In order to illustrate this idea, let us
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observe that the Gaussian elimination algorithm realizes an
size arithmetic
boolean circuit (with divisions) which decides whether a given inhomogeneous
linear
equation system has a solution.

2.2

The Influence of the Choice of Data Structure
on Quantifier Elimination

We want to argue that complexity theory for geometric elimination requires
simultaneous optimization of data structures and algorithms. To illustrate this
point, let us consider the family of the first-order formulas

indexed by

When we apply these queries to the binary relation
after plugging in the description of A in these
formulas, we obtain the formulas
given by

The formula
mula

is logically equivalent to the following quantifier-free for-

If we choose as data structure the dense or sparse representation of polynomials by their coefficients, then
has length
whereas the length of
is
When we use division-free arithmetic circuits (or straight-line
programs) as data structure, then both
and
have length
since the polynomial
can be evaluated using an iteration of squarings
(see [10] for a definition of the notions of arithmetic circuits and straight line
program).
Unfortunately, one can show that general-purpose elimination algorithms,
satisfying reasonable restrictions on the quality of the output representations,
are not able to produce systematically polynomial size output descriptions. This
complexity result holds for any continuous data structure, including the representation of polynomials by division-free arithmetic circuits (see [11]). With
respect to upper complexity bounds for elimination algorithms, the state of the
art is illustrated by the following simple knapsack-like example of an elimination
problem. Consider the family of formulas

indexed by
straint relation

When applying these queries to the unary conwe obtain the first-order formulas
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This elimination problem has the following canonical quantifier-free output formula

Using the dense or sparse representation of polynomials, the formula
takes
space. However, checking membership by
requires only
arithmetical operations. The standard dense representation based general-purpose algorithms, cited in the constraint database literature [28], require at least
sequential time to eliminate the existential
quantifiers in the input formula, whereas the use of the arithmetic boolean circuit representation leads to a sequential time complexity of
and therefore
produces an exponential complexity gain (compare, e.g., [16, 22]). However, this
example shows that in terms of the syntactical size of the input formula, the
worst-case sequential time complexity of the elimination of a single existential
quantifier block remains still exponential.
Let us make the following observations: specializing the free variables
and of formula (2) into arbitrary non-negative integer values
and
the resulting formula
becomes equivalent to the statement
that there exists a set
with
Therefore, the closed
formula
defines the knapsack problem given by the instance
and
On the other hand, specializing the free variables
into the integer values
the elimination polynomial contained in the formula (3)
becomes the well-known Pochhammer-Wilkinson polynomial

whose arithmetic circuit complexity is has been open since the times of Euler.
In this context, let us mention that the polynomial
requires
arithmetic operations for its evaluation (see [22]). However, this polynomial
has algebraic coefficients and therefore it cannot be produced by an elimination
problem.
Altogether, the above examples reflect adequately the main complexity issues
in elimination theory over the complex and real numbers both from the point
of view of upper and lower sequential time complexity bounds (compare [11,14,
16]).
2.3

Where Does the Exponentiality
of Elimination Algorithms Come from?

The subformula
value of just one point of the
hand, the second system

in (1) defines for each
affine ambient space. On the other
in (2) has
roots. This

